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Abstract

Distributed applicationsusepredictionsof network
traf�c to sustaintheir performanceby adapting their
behavior. The timescaleof interest is application-
dependentandthusit is natural to askhowpredictabil-
ity dependsontheresolution,or degreeof smoothing, of
thenetworktraf�c signal. To helpanswerthis question
we empirically studythe one-step-aheadpredictability,
measured by the ratio of meansquared error to signal
variance, of networktraf�c at different resolutions. A
one-step-aheadprediction at a coarse resolutionis a
prediction of the average behaviorover a long inter-
val. Weapplya widerangeof linear andnonlineartime
seriesmodelsto a large numberof packet traces,gen-
erating different resolutionviews of the tracesthrough
two methods:thesimplebinningapproach usedby sev-
eral extantnetworkmeasurementtools,andby wavelet-
basedapproximations.Thewavelet-basedapproach is a
natural wayto providemultiscalepredictionto applica-
tions.We�nd thatpredictabilityseemsto behighlysitu-
ational in practice—itvarieswidelyfromtraceto trace.
Unexpectedly, predictabilitydoesnotalwaysincreaseas
thesignal is smoothed.Half of thetimethere is a sweet
spotat which theratio is minimizedandpredictabilityis
clearly the best. Also surprisingly, predictors that can
capturenon-stationarityandnonlinearityprovidebene-
�ts onlyat verycoarseresolutions.

1 Intr oduction

Thepredictabilityof network traf�c is of signi�cant
interestin many domains,including adaptive applica-
tions[6, 37], congestioncontrol[23, 8], admissioncon-
trol [24, 11, 10], wireless[25], and network manage-
ment [9]. Our own focus is on providing application-
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levelperformancequeriesto adaptiveapplications,rang-
ing from �ne-grain interactive applicationssuchasim-
mersiveaudio[27] in localenvironmentsto coarse-grain
scienti�c applicationson computationalgrids [18]. For
example,anapplicationcanasktheRunningTime Ad-
visor (RTA) systemto predict, as a con�dence inter-
val, the running time of a given size task on a partic-
ular host [14]. We are trying to develop an analogous
MessageTransferTimeAdvisor(MTTA) that,giventwo
endpointsonanIP network,amessagesize,andatrans-
port protocol, will return a con�dence interval for the
transfertime of themessage.A key componentof such
a systemis predictingthe aggregatebackgroundtraf�c
with whichthemessagewill haveto compete.Wemodel
this traf�c asa discrete-timeresourcesignal represent-
ing bandwidthutilization. For example,a routermight
periodicallyannouncethebandwidthof a link.

The timescalefor prediction that a tool like the
MTTA is interestedin dependson the query posedto
it. If theapplicationwantsto senda smallmessage,the
MTTA requiresa short-rangepredictionof the signal,
while for a large messagethe predictionmustbe long-
range(as is often the casewith wide areadatatrans-
fers [39, 29]). However, the appropriateresolutionof
thesignalvarieswith thequery. A short-rangequeryde-
mandsa �ne grain resolutionwhile a long-rangequery
canmake do with a coarseresolution.Note thata one-
step-aheadpredictionof a coarsegrainresolutionsignal
correspondsto a long-rangepredictionin time.

To easilysupportthisneedfor multi-resolutionviews
of resourcesignals, we have proposeddisseminating
themusingawaveletdomainrepresentation[36]. A sen-
sorwouldcaptureaone-dimensionalsignalathighreso-
lutionandapplyan � -levelstreamingwavelettransform
to it, generating� signalswith exponentiallydecreas-
ing resolutionsandsamplerates.Tools like theMTTA
would thenreconstructthesignalat the resolutionthey
requireby using a subsetof the signals,consuminga
minimal amountof network bandwidthto getanappro-
priate resolutionview of the resourcesignal. We call
thisview awaveletapproximationsignal.



In ourscheme,the�nal signalanapplicationreceives
is anappropriatelylow-pass�ltered versionof theorig-
inal signal. Interestingly, in currentlyavailablenetwork
monitoring systemslike Remos[13] and the Network
WeatherService[41] ananalogous�ltering stepoccurs
in theform of binning.Thesignalis smoothedby reduc-
ing it to averagesover non-overlappingbins,producing
whatwe referto asa binningapproximationsignal. For
example,Remos's SNMPcollectorperiodicallyqueries
a router about the numberof bytes transferredon an
interfaceand usesthe differencebetweenconsecutive
queriesdivided by the periodasa measurementof the
consumedbandwidth.

It is importantto understandthatwaveletapproxima-
tion signalsincludebinning. We studybinningbecause
it is widely usedin network monitoring systems,and
we study waveletsbecausethey provide a generaliza-
tion thatmayproveto bemoreappropriate.Waveletap-
proximationsignalstendto be moreaccuratelow-pass
�ltered representationsthanbinningapproximationsig-
nals,althoughthis dependson the wavelet basisfunc-
tion, whichis typically chosenempirically. It is possible
thatbinningapproximationsignalsaresuf�ciently accu-
rate,however.

Giventhe context of the MTTA and the binning and
waveletmethodsfor producing approximationsto re-
sourcesignalsthat representnetworktraf�c, whatis the
nature of the predictability of the signals,how doesit
dependon thedegreeof approximation,andwhatdoes
this imply for theMTTA? This paperreportson anem-
pirical study that providesanswersto thesequestions.
The study is basedon a large numberof packet traces
of differentclassescollectedon WANs andLANs. We
studiedthepredictabilityof thesetraces,whichcoverall
of theclasseswith multipletracesperclass,usingawide
rangeof linearandnonlinearpredictors.

Our conclusionsfrom this study and their implica-
tionsarelistedbelow.

� Generalizationsaboutthepredictabilityof network
traf�c arevery dif�cult to make. Network behavior can
changeconsiderablyover time andspace.Prediction
shouldideallybeadaptive andit mustpresent
con�denceinformationto theuser.

� Aggregationappearsto improve predictability. WAN
traf�c is generallymorepredictablethanLAN traf�c. In
this weagreewith theresultsof theearlierstudies.The
implicationis thatwideareanetwork predictionsystems
arelikely to bemoresuccessfulthanthosein thelocal
area.Happily, they arealsomorenecessary.

� Smoothingoftendoesnotmonotonicallyincrease
predictability. About50%of thelong tracesin ourstudy
exhibit a sweetspot, a degreeof smoothingat which
predictabilityis maximized,contradictingearlierwork.
This suggeststhatthereis a “natural” timescalefor
prediction-drivenadaptation.

� Therearesomedifferencesin thepredictabilityof
wavelet-approximatedandbinning-approximatedtraces,

althoughthey arenot large.Bothapproximation
approachesareeffective. Theimplicationis that
concernsotherthanpredictabilitywill drive thechoice
betweentheseapproaches.

� Thereclearlyaredifferencesin theperformanceof
differentpredictive models.An autoregressive
componentis clearlyindicated,althoughit is oftenalso
helpful to have a moving averagecomponentandan
integration.Fractionalmodels,whichcapture
long-rangedependence,areeffective,but donotwarrant
theirhigh costfor prediction.Happily, this impliesthat
simplemodelscanbeeffective in onlinesystems.

� Thenonlinearmodelswe evaluatedgenerallydonot
performbetterthanthelinearmodelsuntil thedegreeof
smoothingis considerable,andeventhenthe
performancegainis small.This suggeststhatmodeling
thenonstationarityandnonlinearbehavior of network
traf�c is only signi�cant for verycoarsegrain
prediction.

2 Relatedwork

We usea wide rangeof predictivemodels,including
theclassicalAR, MA, ARMA, andARIMA models[7],
fractionalARIMAs [21, 19, 5], thresholdautoregressive
(TAR) nonlinearmodels[38], andsimplemodelssuch
asLAST andawindowedaverage.Ourpredictiontools,
which areusedbothfor of�ine studiesandin onlinere-
sourcesignalpredictionsystems,arecurrentlypublicly
availableaspartof our RPSToolbox[15]. Our wavelet
resultsuseouralsoavailableTsunamiToolbox[35].

The earliestwork in predictingnetwork traf�c was
that of Groschwitzand Polyzoswho appliedARIMA
modelsto predict the long-term(years)growth of traf-
�c on the NSFNET backbone[20]. Basu, et al pro-
ducedthe �rst in-depthstudyof modelingFDDI, Eth-
ernetLAN, andNSFNETentry/exit point traf�c using
ARIMA models [4]. As in our binning study, they
binnedpacket tracesinto non-overlappingbins in order
to producea periodic time seriesto study. Leland, et
al demonstratedthatEthernettraf�c is self-similar[26],
while Willinger, et al suggesteda mechanismfor this
phenomenon[40]. ThissuggeststhatfractionalARIMA
modelsmight be appropriate.On the otherhand,You
andChandrafoundthat traf�c collectedfrom a campus
siteexhibitednonstationaryandnonlinearpropertiesand
studiedmodelingit usingTAR models[42].

Closestto our work is thatof SangandLi [34], who
analyzedtheprospectsfor multi-steppredictionof net-
work traf�c using ARMA and MMPP models. Their
analysisand empirical study found that both aggrega-
tionandsmoothingmonotonicallyincreasedpredictabil-
ity. Only their WAN tracescould be predictedsignif-
icantly into the future andthenonly after considerable
smoothing.Our work differs in severalways. First, we
areapproachingthis problemfrom thecontext of a user



tool like the MTTA. Second,we usea muchlarger set
of traces.Third, weappliednonlinearmodelsaswell as
linearmodels.Finally, we �nd thatpredictabilityoften
doesnot increasemonotonicallywith smoothing.

Researchershave appliedwavelet-basedtechniques
in network traf�c analysis,but to thebestof our knowl-
edgenot for prediction[1, 16, 17, 32, 22, 33].

3 Traces

Our studyis basedon the threesetsof tracesshown
in Figure 1. The NLANR set consistsof short pe-
riod packetheadertraceschosenat randomfrom among
thosecollectedby the Passive MeasurementandAnal-
ysis (PMA) projectat the NationalLaboratoryfor Ap-
plied Network Research(NLANR) [30]. The PMA
project consists of monitors located at aggregation
pointswithin highperformancenetworkssuchasvBNS
andAbilene.Eachof thetracesis approximately90sec-
ondslong andconsistsof IP packet headersfrom a par-
ticular interfaceat a particularPMA site. We randomly
chose180NLANR tracesprovidedby 13differentPMA
sites. The traceswerecollectedin the periodApril 02,
2002to April 08,2002.We havedevelopeda hierarchi-
cal classi�cation schemefor thesetraces. The scheme
is basedlargely on the auto-correlative behavior of the
traces,which is summarizedbelow. A separatetechni-
cal reportprovidesmuchmoredetail[31]. We identi�ed
12 classesfor the NLANR set. For the presentstudy,
we worked with 39 of the traces,covering eachof the
classeswe identi�ed.

The AUCKLAND set,which we focuson in detail
in this paper, also comesfrom NLANR. Thesetraces
areIP packetheadertracescapturedat theUniversityof
Auckland's Internetuplink betweenFebruaryandApril
2001.ThesealsorepresentaggregatedWAN traf�c, but
herethe durationsfor mostof the tracesareon the or-
derof a wholeday (86400seconds).Our classi�cation
approach,alsodescribedin thetechnicalreport,netted8
classeshere.For thepresentstudy, we chose34 traces,
collectedfrom February20, 2001 to March 10, 2001,
whichcover thedifferentclasses.

The BC set consistsof the widely used Bellcore
packet traces[26] which areavailablefrom theInternet
Traf�c Archive [3]. Therearefour traces,whicharede-
tailed in the technicalreport. In summary, two of them
arehour long capturesof packetson a LAN on August
29, 1989andOctober5, 1989,while the othertwo are
day long capturesof WAN traf�c to/from Bellcore on
October3, 1989andOctober10,1989.

While thepacket tracesrepresent“ground truth” for
prediction,thepredictorsthatwestudyrequirediscrete-
timesignals.To producesucha signal,webin thepack-
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Figure 2. Signal variance as a function of
bin size for the AUCKLAND traces.

ets into non-overlappingbins of a small sizeandaver-
agethe sizesof the packets in a particularbin by the
bin size. This resultis anestimateof the instantaneous
bandwidthusagethatbecomesmoreaccurateasthebin
sizedeclines.

It is importantto notethat asthe bin sizedecreases
the varianceof the resultingsignal increases.It is this
variancethat we are trying to model with a predictor.
Figure2 showsthiseffectfor the34AUCKLAND traces
ona log-logscale.Thelinearrelationshipindicatesthat
thetracesarelikely long-rangedependent.

Thelinearmodelsthatwe evaluateattemptto model
the autocorrelationfunction (ACF) of a discrete-time
signalin a small numberof parameters.It is important
to understandthat the ACF haslimited meaningif the
signal is nonstationary. However, the integration of a
stationarysignal(modeledby ARIMA models),which
is oneform of nonstationarity, doesshow up asanACF
effect. Furthermore,piecewisestationarity(modeledby
TAR models),anotherform of nonstationarity, is very
likely to show upasanACFeffect.

If thereis no autocorrelationfunction presentin the
signal, thereis nothing to model, a linear approachis
boundto fail, a nonlinearapproachis likely to fail, and
thebestpredictoris probablythemeanof thesignal.For
this reasonwe studiedthe autocorrelationfunctionsof
our tracesin considerabledetail at differentbin sizes.
For spacereasons,we cannot go into detail aboutthis
studyhere,but it is availablein our technicalreport.

Instead,hereweshallshow representativeACFsfrom
ourthreedifferenttracesetsto explainourchoiceof pre-
sentingdetailedresultsfor the AUCKLAND set. We
show ACFsat abin sizeof 125msfor eachtrace.

Figure3 shows theACF of a representativeNLANR
trace.For any laggreaterthanzero,theACFeffectively
disappears.This signal is clearly white noiseand the
prospectsfor predictingit usinglinear modelsarevery



Numberof Rangeof
Name Raw Traces Classes Studied Duration Resolutions
NLANR 180 12 39 90s 1,2,4,...,1024ms
AUCKLAND 34 8 34 1 d 0.125,0.25,0.5,...,1024s
BC 4 n/a 4 1 h, 1 d 7.8125msto 16s
Totals 218 n/a 77 90s to 1 d 1 msto 1024s

Figure 1. Summar y of the trace sets used in the stud y.
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Figure 3. Autocorrelation structure of an
NLANR trace that is not predictab le using
linear models.
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Figure 4. Autocorrelation structure of an
AUCKLAND trace that is likel y to be very
predictab le using linear models.

dim. 80%of our NLANR tracesexhibit this sortof be-
havior. For the other20%, morethan5% of the auto-
correlationcoef�cients aresigni�cant, but nonearevery
strong. It is likely that linear modelswill not do very
well for thesetraces.

Figure4 shows the ACF of a typical AUCKLAND
trace. Over 97% of the autocorrelationcoef�cients are
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Figure 5. Autocorrelation structure of a BC
LAN trace .

not only signi�cant, but quite strong. We canalsosee
a low frequency oscillation,which is likely the diurnal
pattern. We expectthat sucha tracewill be quite pre-
dictableusinglinearmodels.80%of theAUCKLAND
traceshavesimilar strongACFs.

Figure5 shows the ACF of a BC LAN trace. It is
clearly not white noise, and yet it doesnot have the
strongbehavior of theAUCKLAND traces.We would
expect that sucha trace is predictableto someextent
usinglinear models. All of the BC traceshave similar
ACFsthataresuggestiveof predictability.

4 Binning approximations

To createbinning approximationsignalsin general,
we simply bin the packet tracesaccordingto the cho-
senbin size. Figure6 illustratesour methodologyfor
evaluatingthe predictability of a given packet traceat
a givenbin size. We slice the discrete-timesignalpro-
ducedfrom binning(

���

) in half. Wethen�t apredictive
modelto the�rst half andcreatea prediction�lter from
it. Thedatafrom thesecondhalf of thetraceis streamed
throughtheprediction�lter to generateone-step-ahead
predictions. Next, we differencethesepredictionsand
the valuesthey predict to producean error signal. We
thencomputethe ratio of thevarianceof this errorsig-
nal (theMSE, ���

� ) to thevarianceof thesecondhalf of
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thebinningapproximationsignal( �

� ). Thesmallerthe
ratio, thebetterthepredictability.

We evaluated the performanceof the following
models: MEAN, LAST, BM(32), MA(8), AR(8),
AR(32), ARMA(4,4), ARIMA(4,1,4), ARIMA(4,2,4),
ARFIMA(4,-1,4), and MANAGED AR(32). MEAN
usesthe long-termmeanof the signalas a prediction.
LAST simply usesthe last observed value as the pre-
diction. BM(32) predictsthat thenext valuewill be the
averageof somewindow of up to the 32 previous val-
ues,wherethe sizeof the window providesthe best�t
to the�rst half of thesignal.MA(8) is amoving average
modelof order8. AR(8) andAR(32) areautoregressive
modelsof orders8 and32, respectively. ARMA(4,4) is
a modelwith 4 autoregressiveparametersand4 moving
averageparameters.ARIMA(4,1,4) andARIMA(4,2,4)
areonceandtwice integratedARMA(4,4) models.Un-
like the other models,they can capturea simple form
of nonstationarity. The ARFIMA(4,-1,4) model is a
“fractionally integrated”ARMA modelthatcancapture
the long-rangedependenceof self-similarsignals. The
MANAGEDAR(32)modelis anAR(32)whosepredic-
tor continuouslyevaluatesits predictionerrorandre�ts
themodelwhenerrorlimits areexceeded.Theerrorlim-
its andtheinterval of datawhich themodeluseswhenit
is re�t areadditionalparameters.In ourpresentation,we
show thebestperformingMANAGED AR(32). Gener-
ally, thesensitivity to theadditionalparametersis small.
MANAGED AR(32) modelsare variantsof threshold
autoregressive(TAR) models.

Our choiceof numberof parametersfor thesemod-
els was a-priori. We provided a large enoughnumber
of parameters,suchthat therewaslittle sensitivity to a
changein the number. Box-JenkinsandAIC areprob-
lematicwithout ahumanto steertheprocess.

0

0.05

0.1

0.15

0.2

0.25

0.3

0.1 1 10 100 1000
Bin Size (Seconds)

LAST

BM(8)

MA(8)

AR(8)

AR(32)

ARMA(4,4)

ARIMA(4,1,4)

ARIMA(4,2,4)

ARFIMA(4,-1,4)

Managed AR(32)

Figure 7. Predictability ratio versus bin
size of AUCKLAND trace 31 (20010309­
020000­0). 44% of traces.

In the following, and for wavelet prediction (Sec-
tion 5), we focusour presentationon AUCKLAND for
threereasons.First, most NLANR tracesshow mini-
mal predictability. Second,the strengthof the ACFs
in the AUCKLAND tracesallow us to focus on how
predictabilityis affectedby theresolutionof thesignal.
Third, unlike theBC traces,theAUCKLAND tracesare
very long andwe have many of them. This letsuscon-
sidera wide rangeof resolutions.It is importantto note
thatour conclusionsaredrawn from studyingall of the
tracesnotedin Figure1.

AUCKLAND traces For eachof the AUCKLAND
traces,we performedtheanalysisdescribedabove with
eachof the differentpredictors. We studiedbin sizes
rangingfrom 0.125s to 1024s, doublingat eachstep.
In thediscussionthatfollows,we plot thepredictability
ratioversusbin sizefor all thepredictorsexceptMEAN,
whoseratio is one.

Somedatapointsin thegraphsaremissing.We have
elidedpointsin two cases.The�rst iswhenthepredictor
becameunstableasevidencedby a giganticprediction
error. This is sometimesthecasewith theARIMA mod-
els,which areinherentlyunstablebecausethey include
integration. The secondcaseis whenthereareinsuf�-
cientpointsavailableto �t the model. This happensat
largebin sizesfor largemodelslike theAR(32) andthe
ARFIMA(4,-1,4). Fewer than5% of pointshave been
elidedandit is obviouswherethis happens.

Thecharacteristicsof predictionontheAUCKLAND
tracesfall into threeclasses,representativesof whichare
shown in Figures7 through9.

Thebehavior of Figure7 occursin 15of the34traces.
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Figure 8. Predictability ratio versus bin
size of AUCKLAND trace 23 (20010305­
020000­0). 42% of traces.
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Figure 9. Predictability ratio versus bin
size of AUCKLAND trace 20 (20010303­
020000­1). 14% of traces.

Themostinterestingfeaturehereis thatthegraphshows
concavity for all predictors:we canclearlyseea sweet
spot for the traf�c prediction. Thereis an optimal bin
sizearound32 secondsat which the traceis mostpre-
dictable. As we notedearlier, this contradictsthe con-
clusionsof earlierpapers.Becauseit occursin half of
the AUCKLAND traces,we do not believe that it is a
coincidence.Thelocationof thesweetspotvariesfrom
traceto trace,suggestingthat it' s not relatedto a con-
stantin the network stack. In sometracesit occursat
quite small bin sizes,which suggeststhat it is not an
artifact of the fact that we are�tting andpredictingon
smalleramountsof dataaswe increasebin size. It is

clearlyanartifactof thedataitself.
The behavior of Figure 8 occurs in 14 of the 34

AUCKLAND tracesandis commensuratewith conclu-
sionsfrom earlierpapers.Thereis no sweetspothere
andit is clearthatpredictabilityconvergesto ahighlevel
with increasingbin size.

Both of these�gures also show signi�cant differ-
encesbetweenthe performanceof the predictors. In
general,it is importantto haveanautoregressivecompo-
nentto theprediction.Fractionalmodelsdo quitewell,
but the performanceof classicalmodelssuchas large
ARs is closeenoughto suggestthat the extra costsof
thefractionalmodelsareprobablynotwarranted.

Figure 9 shows an uncommonbehavior, as seenin
5 of the34 AUCKLAND traces.Unlike the two previ-
ouskindsof traces,herewe havea strongimpressionof
disorder:therearemultiple peaksandvalleys at differ-
entbin sizes.The relative performanceof thedifferent
predictivemodelsremainsmuchthesame,however.

Our generalconclusionsaboutthe 34 AUCKLAND
tracesarethefollowing:

� All of thetracesarepredictablein thesensethattheir
predictabilityratio is lessthanone.Furthermore,80%
of thetracesshow strongdivergencesfrom one,
indicatinghigh predictability. Figures7 and8 are
examplesof tracesthatarehighly predictable.In eachof
theseexamples,thepredictabilityratiosarelessthan0.4
for all of thepredictorsat all of thebin sizes.In many
casestheratiosarelessthan0.1,meaningthatthe
predictorexplains90%of thevariationof thesignal.

� Thereis considerablevariationamongthepredictors.In
almostall cases,LAST, BM, andMA predictorswill
performconsiderablyworse.Theothersix predictors
have similarperformanceexceptwith very largebin
sizeswhereLAST or MA oftengivesthebestresults.
This is probablydueto thefactthatthereareinsuf�cient
datapointsto producegood�ts for someof the
predictorsat suchbin sizes.

� Thepredictabilityof a tracevariesconsiderablywith bin
size.Thereis oftena sweetspotat whichpredictability
is maximized.Thelocationof thesweetspotvaries
from traceto traceandsois mostlikely apropertyof the
data.Equallyoften,predictabilityincreaseswith bin
size,approachinga limit.

� ThenonlinearMANAGED AR(32)modelprovidesonly
marginalbene�ts,andonly atvery coarsegranularities.

NLANR traces Becausethe NLANR tracesareonly
90 secondslong, we cannot usethesamerangeof bin
sizesas we did for the AUCKLAND traces. Instead,
wechosebin sizesrangingform 1 to 1024ms,doubling
at eachstep. Figure 10 shows the predictability ratio
for a representativeNLANR trace.As we might expect
giventheACF behavior [31], this traceis basicallyun-
predictable,exhibitingpredictabilityratiosaround1.0or
worsefor mostof the predictorsat all the differentbin
sizes.About 80%of theNLANR tracesdisplaysimilar



0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

1.8

2

0.001 0.01 0.1 1
Bin Size (Seconds)

LAST

BM(8)

MA(8)

AR(8)

AR(32)

ARMA(4,4)

ARIMA(4,1,4)

ARIMA(4,2,4)

ARFIMA(4,-1,4)

Managed AR(32)

Figure 10. Predictability ratio versus bin
size of a representative NLANR trace (ANL­
1018064471­1­1). 80% of traces.
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Figure 11. Predictability ratio versus bin
size of a representative BC trace (BC­
pOct89).

unpredictability. For the 20% of the traceswith non-
vanishingACFs, we seesomepredictability, but it is
very weak. At coarsergranularities,predictability ac-
tually declines.ThenonlinearMANAGEDAR(32)pro-
videsnobene�tshere.

BC traces In Figure11 we show the performanceof
thepredictorson a BC LAN trace.As the traceis only
1700 secondslong, we have chosen12 different bin
sizes,ranging from 0.0078125secondto 16 seconds,
doublingat eachstep. The predictabilityhereis not as
goodasfor theAUCKLAND traces,althoughit is much

betterthanfor theNLANR traces.All of theBC traces
behave similarly. ARIMA modelsare the clear win-
nersfor thesetraces.Again, we do not necessarilysee
a monotonicincreasein predictability with increasing
smoothing. The nonlinearMANAGED AR(32) works
muchbetterthanits linearAR(32) counterpartat coarse
granularities,but otherlinearmodelsdo just aswell.

5 Waveletapproximations

Wavelet-basedmechanismsaremoregeneralandat
timesmorepowerful thanthebinningapproachbecause
they areparameterizedby thewaveletbasisfunction. In
fact, the wavelet approachwe describehere,whenpa-
rameterizedwith the Haar (D2) wavelet, is equivalent
to the binningapproachof the last section[2]. We use
theD8-wavelet [12], a higherorderwaveletbasisfunc-
tion, in this study. Typically astheorderis increased,a
moreaccuratemulti-resolutionanalysiscanbeachieved.
However, thebasisfunctionis chosenempirically, trad-
ing off �lter complexity for theaccuracy of the results.
We focusour discussionof waveletsonaspectsrelevant
to this study. Interestedreaderscan learn more else-
where[28, 12, 2, 36, 35].

Intuitively, awavelettransformsplitsa1-dimensional
time-domainsignal into a 2-dimensionalsignal repre-
sentingtime andfrequency. Theoutputcanbe thought
of asa tree,suchthataswe move level-by-level toward
theroot, we seecoarserandcoarserversionsof thesig-
nal. Eachlevel of the treeprovidesbotha low-pass�l-
teredversionof the signal (the approximations)and a
high-passoutput (the details). The original signal can
be reconstructedusing any approximationand the de-
tails of all the levelsfurther from theroot. We canalso
reconstructany coarser-grain approximationby choos-
ing just thelevelswe need.In thefollowing, we simply
usesuccessive approximationsfor successive levels of
smoothness,correspondingto largerbin sizes.

To evaluatethepredictabilityof waveletapproxima-
tion signals, we use the methodologyshown in Fig-
ure 12. As with the binning study, we begin with the
packet headertrace. A �ne-grain binning producesa
highly dynamicdiscretetime signal,

� �

, sampledat a
rate

���

andbandlimitedto
�������

. This signal is broken
into approximations( �
	�	
������� ). For eachapproximation
we run a predictiontestidenticalto thatof theprevious
Section.

By usinga higherorderwavelet basisfunction such
astheD8 wavelet,theanalysisyieldssmootherapprox-
imation signalswith lessproceduralartifactsas com-
paredwith thebinningapproach.Hence,we reasonably
expect(andsee)differentpredictabilityfrom thetraces.
In mostcasesthebehavior is similar, but therearesome
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Figure 12. Wavelet prediction methodol­
ogy.
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Figure 13. Scale comparison between bin­
ning and multi­resolution analysis based
on the number of bins and scales used
in the AUCKLAND stud y ( ��� number of
points at 0.125 second binning).

clear differences. In Figure 13, we have matchedthe
timescalebinsizeto thatof theapproximationsubspace.
Thereare the samenumberof points in a wavelet ap-
proximationsignalas in its correspondingbinning ap-
proximationsignal.

As statedearlier, the wavelet basisfunction is typi-
cally chosenempirically. Figure14 shows the perfor-
manceof theAR32predictorversusapproximationlevel
for many wavelet basistypes. Even thoughit appears
thattheD14-basedanalysisproducesthebestresult,the
advantageis marginal and higher order �lters require
morecomputationper approximationstage.In the fol-
lowing, we usetheD8 wavelet.
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(20010309­020000­0) for diff erent wavelet
basis functions.
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Figure 15. Predictability ratio versus ap­
proximation scale AUCKLAND trace 31
(20010309­020000­0). 38% of traces.

AUCKLAND traces For eachof the AUCKLAND
traces, we studied the predictability of 13 scalesof
waveletapproximations.Therearetwo principlediffer-
encesbetweenthewaveletandbinningresults.The�rst
is thatwefoundfour classesof behavior insteadof three.
Thesecondis thatmonotonicallyincreasingpredictabil-
ity with increasingapproximationis muchlesscommon
with thewavelet-basedapproach.

The behavior of Figure 15 occursin 13 of the 34
AUCKLAND traces.The �gure usesthesametraceas
Figure 7 from the binning study. As before, we can
clearly seethat there is a sweetspot, the approxima-
tion scaleat which predictability is maximized—there
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Figure 16. Predictability ratio versus ap­
proximation scale for AUCKLAND trace 11
(20010225­020000­0). 32% of traces.
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Figure 17. Predictability ratio versus ap­
proximation scale for AUCKLAND trace 32
(20010309­020000­1). 21% of traces.

is concavity in the �gure for all predictors.As before,
this behavior doesnot appearto bea coincidencesince
it shows up in a numberof tracesat differentlevels of
approximation.As with binning, this behavior contra-
dictsearlierwork.

Figure16 shows behavior thatoccursin 11 of the34
AUCKLAND traces.It is similarto thebehavior wesaw
in � vetracesin thebinningstudyandrepresentedin Fig-
ure 9. However, hereit is far more common. Again,
thereis a non-monotonicrelationshipbetweenthe ap-
proximationscaleandthepredictability.

Figure17 shows behavior that occursin 7 of the34
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Figure 18. Predictability ratio versus ap­
proximation scale for AUCKLAND trace 4
(20010221­020000­1). 9% of traces.

AUCKLAND traces.Exceptfor theoutliers,this shows
themonotonicrelationshipthatwasconjecturedin ear-
lier work. Note that it is anuncommonbehavior in our
study.

Figure 18 shows the �nal classof behavior in the
AUCKLAND traces,which occursin 3 traces.Herethe
predictability ratio reachesplateausand then becomes
evenmorepredictableat thecoarsestresolutions.Inter-
estingly, this is a kind of behavior thatwe did not seein
thebinningstudy.

The generalizationswe draw aremuch the sameas
for the binning study. Most of the tracesshow a high
degreeof predictability. On a trace-by-tracebasis,the
predictabilityratioof thebinningstudyis similar to that
of the wavelet study when we have similar classesof
behavior. This is to beexpectedsincebinningis equiv-
alent to wavelet analysisusinga low-orderbasisfunc-
tion. While thereis considerablevariation in the per-
formanceof the predictors,it is clearly a good ideato
have an autoregressive componentto the prediction�l-
ter. An integrative componentis alsouseful. Thereis
oftenasweetspot,theapproximationscaleatwhichpre-
dictability is maximized.Thereis anadditionalclassof
behavior with waveletscomparedto binning. Thenon-
linearMANAGED AR(32) modelworksslightly better
than its linear AR(32) counterpartat coarsegranulari-
ties,but its performancecanusuallybematchedbyother
linearmodels.

NLANR traces Higherorderwaveletapproximations
producedusingtheD8 waveletdo not enhancethepre-
dictability of theNLANR traces.Figure19 shows typ-
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Figure 19. Predictability ratio versus ap­
proximation scale of a representative
NLANR trace (ANL­1018064471­1­1). 80%
of traces.
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Figure 20. Predictability ratio versus ap­
proximation scale of a representative BC
trace (BC­pOct89).

ical resultsusingthesametraceasFigure10. Thepre-
diction errorvarianceis essentiallythesameasthesig-
nal variance.As with binning,we seethat predictabil-
ity doesnotincreasemonotonicallywith smoothing,and
thatthebene�tsof nonlinearmodelsaresmall.

BC traces Figure 20 shows prediction results for
waveletapproximationsof thesameBC LAN tracestud-
iedusingbinningin Figure11. We seeverysimilarper-
formanceusingwaveletapproximationsignalsandbin-
ningapproximationsignals.

6 Conclusions

We have presentedan empirical study of the pre-
dictability of network traf�c at differentresolutionsus-
ing linear and nonlinearmodels. The goal was to as-
sessthe prospectsfor a MessageTransferTime Advi-
sor(MTTA), a tool thatcouldpredict,for end-users,the
transfertime of application-level messagesover an IP
network. The feasibility of an MTTA dependson the
multiscalepredictability of network traf�c. In build-
ing the MTTA, sincethe wavelet-basedapproachto a
multiscalerepresentationgeneralizesover the binning
approach,bothyielding similar resultsin termsof pre-
dictability, otherpropertiesotherthanpredictabilitywill
drive thechoicebetweenthem.Theresultsof our study
aresummarizedin theintroduction.

Ourresultsimply severalthings.First,anonlinemul-
tiresolutionpredictionsystemto supportthe MTTA is
feasible,but will likely be moreaccurateon wide area
andat coarsertimescales.Second,for many wide area
environments,thereis anaturaltimescaleatwhichadap-
tation that relies on network predictionperformsbest.
Third, while simple predictive modelswork well, the
predictionsystemshoulditself beadaptivebecausenet-
work behavior canchange.
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